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sudo apt install -y nvidia-container-toolkit
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sudo nvidia-ctk runtime configure --runtime=docker
sudo systemctl restart docker
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python -c "import torch; print(torch.cuda.is_available())"
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Karpenter NodePool=Z GPU . E X} = H| XY

apiVersion: karpenter.sh/v1l
kind: NodePool

metadata:

name: gpu-pool

spec:

template:

spec:

requirements:
- key: karpenter.k8s.aws/instance-category

operator: In
# GPU ATt

values: ["g", "p"]
key: karpenter.sh/capacity-type
operator: In

values: ["spot", "on-demand"] # Spot %4
taints:

- key: nvidia.com/gpu

effect: NoSchedule

disruption:
consolidationPolicy: WhenEmptyOrUnderutilized
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GPU 27|Z8 — PodE GPUO| =2|7|

# S5 Job Pod 2 ()
spec:
containers:
- name: train
image: <ECR>/train:vl.2
resources:

limits:
nvidia.com/gpu: 1 # GPU 1% 2%

tolerations:
- key: nvidia.com/gpu
operator: Exists
effect: NoSchedule
nodeSelector:
karpenter.k8s.aws/instance-family: g6
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GPU time-slicing — 2ZEQ0| £=&F2| 3 &

# device plugin ConfigMap

« GPU 3} 22 02| Pod7} A|ZF CHY| 2 HZHO} AL apiVersion: vl
. . M OO = SFA o AbSE OO kind: ConfigMap
device plugin 88O 2 23t —SLEQO] QAR 913 o
« 2= NVIDIA GPUO|M AtE 75 (T4, A10G, L4 ZE2) name: time-slicing-config
data:
any: |-
version: vl
sharing:
2|<_2|'6él- EI timeSlicing:

resources:

- name: nvidia.com/gpu
replicas: 4 # 1&2 4=
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LEVEL 200

Fundamentals of Amazon EKS

How Amazon EKS automates cluster operations from the
control plane through compute resources, eliminating
infrastructure management overhead.

REGISTER >

5 MORE DATES v

Wed 2 Sep

LeveL 300
Building Scalable Multi-Tenant SaaS
Platforms on Amazon EKS

Design and operate scalable multi-tenant Saas platforms
on Amazon EKS using containers, GitOps, and proven
patterns for tenant isolation and growth.

et

12 MORE DATES v

Build on EKS, guided by the team that built it.

LEVEL 400
Building and Scaling GenAl Workloads
with Amazon EKS

Build and scale production-ready Generative Al
deployments on Amazon EKS using NVIDIA GPUs. Deploy
LLMs with vLLM, Ray Serve, and observability.

REGISTER >

8 MORE DATES v

Wed 2 Sep

LEVEL 400

Running and Optimizing Analytics
Workloads on Amazon EKS

Optimize Amazon EKS and Karpenter for cost
performance when running Apache Spark jobs and

visualize Job-level costs.
REGISTER

8 MORE DATES v

Frid sep

LEVEL 300

Platform Engineering on EKS

Build an Internal Developer Platform on Amazon EKS
using Argo CD, ACK, Kargo, and Kiro. Self-service
provisioning, GitOps, canary rollouts, and DORA metrics.

REGISTER >

13 MORE DATES v

Thu 3 Sep

LEVEL 300

Secure Al Agent Execution: Sandboxes,
Isolation, and Scale

Al agents write and run their own code — spawning
processes, hitting APIs. Contain the blast radius with
compute, network, and identity isolation.

e

3 MORE DATES v

G
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